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Abstract:

In several cryptographic systems, a xed elemerg of a group
(generally =g is repeatedly raised to many di erent powers. In
this paper we present a practical method of speeding up such
systems, using precomputed values to reduce the number oflmu
tiplications needed. In practice this provides a substardai im-
provement over the level of performance that can be obtaineds-
ing addition chains, and allows the computation of" for n <N
in time O(logN=loglogN). We also show how these methods
can be parallelized, to compute powers in tim®(log logN ) with
O(logN=loglogN) processors.

1 Introduction
The problem of e ciently evaluating powers has been studiedy many

people (see”, section 4.6.4] for an extensive survey). One standard meith
is to de ne an addition chain: a sequence of integers

i. Then x" may be computed by starting with x® = x and computing

Mthis work was performed under U.S. Department of Energy contract number DE-
AC04-76DP00789



multiply" method of exponentiation (see P, page 442]) can be viewed as an
addition chain of the form

: . L P . .
where n is written in binary as  [L,di2™ '. This clearly takes at most
dogne+ (n) 1 multiplications, where logn is the base 2 logarithm, and
(n) is the number of 1's in the binary representation oh.

The amount of storage necessary for computing an additionaim depends
on the number of intermediatea; 's that need to be stored at any one time. It
is fairly obvious that the \square-and-multiply" method only requires storing
two values, and in the worst case the amount of storage reqged by an
addition chain is bounded above by the length of the chain.

Let I(n) be the smallestl possible for a givem. Despite dozens of papers
on the subject, the behavior of(n) is not completely understood. It is known
that

dogne I(n) blognc+ (n) 1, (1.1)

where logs are to base 2 and(n) is the number of ones in the binary repre-
sentation ofn. Let (n) = blognc. Asymptotically, it is known that

I(n)  (M+ (M= (M+0O( () (n= (n)?: (1.2)

Addition chains can be used to great advantage when the expam n is
xed (as in the RSA cryptosystem), and the goal is to quickly ompute x" for
randomly chosen baseg. For a randomly chosen exponent between 1 and
2512 we expect the binary algorithm to take 767 multiplicationson average.
Results in [?] report that addition chains of length around 605 are relatiely
easy to compute, resulting in a 21% improvement. Note that itollows from
(??) that no addition chain could do better than 512 multiplicatons. In
GF (2™M), squarings can be done essentially for free using a normalsis, so
powers may be calculated faster than by addition chains (s¢#], [?]).

We shall consider a slightly di erent problem in this paper,for which it
is actually possible to break the barrier of 512 multiplicabns for a 512-bit
exponent. For many cryptosystems (e.g?[,[?],[?]), the dominating compu-
tation is to compute for a xed baseg the powerg" for a randomly chosen



exponentn. For this problem, we achieve a substantial improvement owve
addition chains by storing a set of precomputed values.

Unless otherwise noted, we will assume thatis an element of=g where
gis a large integer (say 512 bits), and we need to repeatedlyi@alate powers
of gup to gV, whereN is also large. In the Schnorr schem@][ N is about
140 bits, while in the Brickell-McCurley scheme?] N is 512 bits. We will
assume that operations other than multiplications modj will use negligible
time. The method works for any group, and in the last section vdiscuss its
operation in GF (p™) wherep is a small prime andm is large.

As an example of the practicality of the schemes that we prad#econsider
the exponentiation required for Di e-Hellman key exchangeusing a 512-bit
prime and 512-bit random exponent. Using the square-and-ttiply scheme,
we would expect to perform 767 modular multiplications on arage, using
storage of at least 128 bytes. For one of the schemes that weegent here,
we expect to perform fewer than 104 modular multiplicationsn average and
105 in the worst case, using storage of 23040 bytes. This gimetter than a
seven-fold speedup on average, and a ten-fold speedup in Wast case.

For the rest of this paper, it will be assumed thatg is xed, and n is

2 Basic strategies

Using the square-and-multiply method,g" may be computed using at
most Zolog N ¢ multiplications, and on average 3blogN c=2 multiplications.
By storing a set of precomputed values, we want to reduce theumber of
multiplications to compute g".

One simple method is to precompute the set
n
S= ¢¥ji=1;:::;bogNc :

Then g" may be computed in (n) 1 multiplications, or at mostblogN c=2+1
on average, with 1 +blogN c storage by multiplying together the the powers
corresponding to nonzero digits in the binary representain of n.

There is no reason that powers of 2 have to be stored. Suppose w
instead represent the exponent in basle, using at mostblog,Nc + 1 digits



to do so, and precomput@’k, for k = 1;:::;bog,Nc. Denote the baseb

representation ofn by n= " ™. 'a, and de ne
Yoo
G = g
g =d
Then
ny 1 ) by 1
"= g"¥= o (2.2)
i=0 d=1

We can compute theg'sinatmostm t b log,Nc+1 t multiplications
if there are preciselyt of the ¢'s that are non-empty products. Moreover since
Co, doesn't need to be computed, when we consider the average twam of
multiplications for n chosen from a uniform distribution, then the probability
that a digit is nonzero is at most p 1)=h so that the term (1 + blog,Nc)
is reduced by the factor b 1)=bin the average case.

If (??) were computed using optimal addition chains for;2;:::;b 1,
the total number of multiplications would be at mostblog, N c + O(blogh).
However, (??) can be computed much more e ciently:

Theorem 1. gexactlyt of the valuesc;;:::; G, is not equal to one, and
if h+t 2 then ~f_, cd can be computed using + t 2 multiplications.

Proof:  We prove the theorem by induction orh (implicit in the proof is a
recursive algorithm for performing the computation). The heorem is clearly
true for h=1. Let f (<51;t) denote the number of multiplications required to
compute the product *"_, cd, if t of the valuesg are unequal to 1. Our goal
is to prove thatf (h;t) h+t 2forl t h. Assumingthath 2 and
that the statement is true forh 1, we rst note that if ¢, = 1, then by the
induction hypothesis we havd (h;t) f(h 1;t) h+t 3. If onthe other
hand we havec, 6 1, then we consider cases depending on the whether
and ¢, ; are both 1, both unequal to 1, or exactly one of them is equal tb.
In the rst case, we set both equal toc, and use the induction hypotheses
to deduce that
f(h;t) f(h Lt+1) h+t 2

If both ¢; and ¢, ; are unequal to 1, then we multiply both of them byc,
and deduce that

f(hity 2+f(h Lt 1) h+t 2
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If exactly one ofc, and ¢, ; are equal to 1, then we multiply one byc, and
set the other equal toc,, and deduce that

f(h;t) 1+f(h Lt) 1+h+t 3 h+t 2

This completes the induction step, and also the proof. 2

To see that this is optimal for the casé = h (the cas%of primary interest
to us), notice that if we take any algorithm to compute *X_, ¢ and remove
multiplications involving ¢, we have computed™¥_Icd, which takes X
4 multiplications by our induction hypothesis. There cannbbe only one
multiplication by ¢, since thenc, would be raised to the same power as
whatever it was multiplied by. Therefore at least two extra mltiplications
are needed.

Using this algorithm we may computeg” in an average of at most

b 1

b
multiplications, and blog,Nc+ b 2 multiplications in the worst case. For a
512-bit exponent, the optimal value obis 26. This method requires at most

127.8 multiplications on average, 132 multiplications intte worst case, and
requires 109 stored values.

Note that some minimal e ort may be required to convert the eponent
from binary to baseb, but this is probably negligible compared to the modular
multiplications (certainly this is the case for exponentiion in =g). Even if
this is not the case, then we can simply use base 32, which aifous to
compute the digits for the exponent by extracting 5 bits at aime. Using
this choice, the scheme will require at most 128.8 multipktions on average,
132 multiplications in the worst case, and 103 stored values

(1+ bog,Nc)+ b 3 (2.2)

3 Other number systems

To state the approach in general terms, we want to choose a S@h S of
f1,2;:::;Ng such that everyn N can be represented as

n=  ax; 3.1)



where each 0 & h andx; 2 S. We can then write
g = (3.2)

where

Cy = g (3.3)
aj=d

As before, if there are exactht of the ¢'s that are nonempty products, then

the number of multiplications to compute theg's is at mostm t, and

by Theorem ?7?, the number of multiplications to compute g" is at most

(m t)+(h+t 2)=m+ h 2inthe worst case (the average case is often

much better). The storage required is fofSj powers ofg. The parameters

may be chosen to optimize the necessary number of multiplicans for a

given amount of storage. The major problem with this generdbrmulation

is that it might not be easy to nd a representation of the form(??).

As an example of thrgs approach, ibis an odd number, then every number
may be represented as _,'a;i, where each (b 1)=2 a (b 1)=2

then we compute Y _
Cy = gsign(aj o .

jay j=d
In this case,m = 1+ blog,Nc, h = (b 1)=2, and the worst case number
of multiplications required isblog,Nc+ (b 1)=2 1. Moreover, since the
probability that a digit is nonzero is again at most p 1)=h the average
number of multiplications required is bounded above byblog,Nc+ 1)(b
1)=b+ (b 1)=2 2. The storage required is for dog,Nc + 2 values. For
a 512-bit exponent, the optimal base is 39, resulting in 1BL.multiplications
on average and 114 multiplications in the worst case, usin@4 stored values.

This idea can be continued, at the cos#of greater storage. Fexample, we
can completely bypass the computation o h_. ¢ by storing instead all values
g®,1 d<b,0 i blog,Nc, and perform at most (1+blog,Nc)(b 1)=b
multiplications on average, and 14blog, N ¢ multiplications in the worst case.
For example, with N = 2512 we might take b = 256 and h = 1 to derive a
method that takes 64.75 multiplications on average, and 65 uttiplications

in the worst case. The problem with this method is that it reqires (b



1)(1 + blog, N c) stored values. For this case that is 16575 stored values, or
1,060,800 bytes of storage.

By slightly increasing the value ofh, we can reduce either the storage or
time required. For instance, takingh = 2, it su ces to store the values:

fg¥jl1 d<b; 22kd;e 0 (mod2): (3.4)

Then every power may be represented either @8 or g*® for somed sat-

isfying the conditions of (??). This only increases the time by two, and for
b= 256, decreases the storage to 11050 values, or 707,200 faytacreasingh

or decreasingp further increases the time and lowers the storage. For=128

and h = 6, exponentiation can be done in 83.42 multiplications onwerage,
and 84 in worst case, with 4144 stored values, or 265,216 Issite

In the remainder of this section we shall describe a method ahallows
us to reduce the amount of computation without such a huge inease in the
amount of storage.

Call a set of integersD a basic digit setfor baseb if any integer can be
represented as
ald+a (B T+ i+ ab+ ag; (3.5)

where eachg; 2 D. This de nition di ers from that in [ ?] in that we allow re-
dundancy; there may be more thafnumbers inD, and so the representation
may not be unique.

Before we examine the problem of nding basic digit sets foruo problem,
we should rst remark that the di culty of nding a represent ation of the
form (?7?) is almost exactly the same diculty as nding the (ordinary)
baseb representation. The algorithm for nding such a represent#on was
published by Matula [?], and a particularly simple description was later given
in [?, Exercise 4.1.19].

In searching for good basic digit sets, we can make use of tledldwing
result of Matula [?], which provides a very e cient algorithm for determining
if a set is basic.

Theorem 2. Suppose thaD is a complete residue system modulp Let
dmin = Minfsjs 2 Dg and dnax = maxfsjs2 Dg. Then D is a basic digit set
for baseb if there are representationg??) for eachi with

dmax i dmin

b 1 b 1




b M h | expected time| worst-case time| storage
13 flg 12 45.08 48 38
19 f 1g 9 38.26 40 66
23 f 1 29 7 34.65 36 124
29 f 1, 2,9 10g 8 34 35 145
23 f 1, 20 79 5 32.65 34 186
26 f 1 3 913 5 31.85 33 210
37 f 1 3 8 10y 6 30.27 31 216
43| f 1; 3, 4 10 18| 6 29.40 30 260

Table 1: Parameters for a 140-bit exponentN = 2%4%). By comparison, the
binary method requires 209 multiplications on average, an?i79 multiplica-
tions in the worst case.

In the method that we consider now, we shall store powerg™ , for
] blog,Ncandmin a setM of multipliers. We need to chooséM and h
for which
D(M;h)=fkmjm2 M;0 k hg

. . . . P . .
is a basic digit set. Given a representatiom = = ™ 'db in terms of this
basic digit set, we can represerd, = m;k; and compute

. 0 1 K "
Y .
"= @ g"PA = ¢ (3.6)

k=1 kj=k k=1

In this notation, the methods mentioned previously have pametersM =
flg;h=b landM =f 1g;h=(b 1)=2. Another class of multiplier sets
is provided by the following:

Theorem 3. Supposebis odd. LetM =f 1, 2gandh=(b 1)=3.
Then D(M; h) is a basic digit set.

Proof. Itis easily checked that the seD (M; h) includes at least one repre-
sentative of each congruence class mbdThen Theorem?? applies trivially,
sincednin= 2(b 1)=3 anddmn.x =2(b 1)=3. 2

Tables 1 and 2 summarize the e ects of the various methods pented
above on the storage and complexity of the parameters that ght be used

8



b M h | expected time| worst-case time| storage
26 flg 25 127.81 132 109
39 f 1g 19 111.51 114 194
42 f 1,39 20 110.74 113 285
53 f 1, 29 17 103.30 105 360
53 f 1, 9,18 279 16 102.30 104 450
67 f 1 2, 23 16 97.73 99 510
75| f 1,514 16,29 31g| 15 94.89 96 581
81 f 1, 3; 26 28 13 91.00 92 648
72| f 1, 3, 4, 23 25 |11 90.85 92 830

Table 2: Parameters for a 512-bit exponentN  2°'?). By comparison, the
binary method requires 767 multiplications on average and23 in the worst
case.

for the Schnorr and Brickell-McCurley schemes, namely 140& 512 bit ex-
ponents respectively. The larger sets of multipliers werednd by a computer
search. Large sets of good multipliers become harder to ndnd use increas-
ing amounts of storage for progressively smaller reductisnn computation.
A lower bound for the amount of computation required using tis method
is given by the fact that for a xed value of jMj, we requirehjiMj b 1
in order for the setD(M; h) to represent every value moduld. Hence for a
given baseb, the worst case number of multiplications is bounded belowyb

1+ bog,Nc+h 2 blog,Nc+db 1)9Mje 1 (3.7)

For example, using a seM with 2 elements and a 512 bit exponent, we
can do no better than 114 multiplications in the worst case,ra the entry
given in Table 2 achieves this (although the storage might beeduced to as
little as 176 values from our 193). Similarly, using a sé¥l with 8 elements,
b=72, and a 512 bit exponent, we can do no better than 90 multigdations
in the worst case, and no matter whatb is we cannot do better than 88
multiplications. The entry in Table 2 for jM j = 8 achieves 92 multiplications
in the worst case, so there is not much room for improvement hiis method.

In the rst two lines of each table, the expected times are aatlly upper
bounds for the expected time. For the others, the expectednties were cal-
culated using the assumption that the probability of a digitbeing zero for



any baseb basic digit set is Eh We have not proven this in general, but it's
a reasonable heuristic that matches empirical results.

4 General Lower Bounds

In this section, we prove some results ovector addition chains and from
these we derive some lower bounds for the number of multi@itons that are
required to computeg* forx 2 0;:::N 1g, assuming a limit on the amount
of storage. We will assume a model of computation in which tranly way to
computeg* (x 6 0;1) is to multiply g** by g*2 wherex; + x, = x. We will
prove that if we restrict ourselves to a xed numbers of stored powers ofy,
then if the number of multiplications is restricted in size,it is impossible to

a lower bound for the number of multiplications required to eampute some
power g* with x < N , using only s stored values.

Our results may be summarized by table??. The quantity M (N;s)
represents the number of multiplications achieved by the mnigods of this
paper, L(N;s) represents a lower bound for the number of multiplications
required in the worst case. The worst case lower bounds aret mauch larger
than average case lower bounds. These numbers indicate thether better
algorithms exist, or else a better method exists for constcting lower bounds.
The lower bounds that we derive by the vector addition chain ethod are
inherently limited, as the last column indicates.

From these bounds we see that the methods of this paper are seaably
close to optimal for a method in which we computg* by multiplying together
stored powers ofg. For example, for a 512 bit exponent, if we store 830
values, then the method of this paper allows us to compug in at most 92
multiplications, but we prove that any method using this mub storage must
use at least 63 multiplications in the worst case. Note alstat the number
of multiplications for the algorithm of section?? di er from the lower bounds
we give by a factor of between 1.36 and 1.72.

4.1 \ector addition chains

for each 0< k | there are indicesi;j < k with a, = & + a. A vector
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N S| M(N;s) | L(N;s) | L (N;s)
2121103 132 78 90
2%12 1 109 132 78 89
%12 | 194 114 74 80
2512 1 360 105 70 73
2512 1 510 99 67 69
2512 | 648 92 65 67
25121 830 92 63 64
21401 38 48 28 32
21401 66 40 27 28
2140 | 124 36 24 25
2140 1 186 34 23 23
2140 | 216 31 22 22
2140 1 260 30 22 22

Table 3: Bounds for the number of multiplications required @ compute g*
1 powers are precomputed. The algorithms for
computing powers ofg provide the upper boundM (N;s). A vector addition
chain counting argument provides the lower bountd (N;s). The nal column
gives an upper bound on how good the vector addition chain lewbound

© X < N) when s

can get.
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addition chain generalizes scalar addition chains. Let the unit vectors of
S (s 0) be denotedey;:::;e 1. A vector addition chain is a sequence of
Vectorses 1 = a <+1,....6& = ag,...;q so that for each O<k | there are
indicesi;j <k with ax = & + g . The length of the chain isl. Let R (s;I)
be the set of vectorss 2 ° contained in some vector addition chain of length
| together with 0, and let R(s;l) = jR (s;)j. If | =0 then R(s;l) = s+ 1.

If s =0 then only 0O is reachable andR(s;l) = 1. If a vector v 2 S then v,
will denote the it component ofv: v e. Let P (s:I) be the set of vectors
in R (s;1) with all nonzero components, andP (s;1) = jP (s;])].

Recall thatif a2 andb<Oorb>athen § =0.

4.2 Bounding R(s;l)

Note that any addition chain C can be represented as a sequengeof
unordered pairs of indices. The unit vectors are given indés s+ 1 through
0, and the other vectors are given indices 1 through Index i represents
Ci, the i™ nonunit vector in the chain. If the i pair of S is ha; i, then
Ci = Ca+ Cp. If there are two dierent unordered pairs ha; i and ha®
with C; = C, + Cy, = Cpo+ Cyp, then S won't be uniquely determined by
C. De ne S(C) to be the sequence representinG such that wheneverha;
(a b is the i pair of S(C) and C; = Cpo+ Cyp (&° 1), a a The
sequenceS(C) will be called C's canonical sequence.

Lemma 1. For everys;l O,
|

R(s; 1) = . SSO' P(s%1) (4.1)

s0=0

Proof: R (s;1) can be partitioned into setsRe (0 s° s) where Rgo

is the subset of vectorsv in R (s;1) that have exactly s° nonzero compo-
S

nents. Each setRs can be partitioned into _, subsets according to which
of the vectors' components are nonzero. Each of these sulsset of size
P(s%). 2

Here as in the rest of this paper, if a set is partitioned into subsets, the subsets don’t
have to be nonempty.
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4.3 Bounding P(s;l)

To bound R(s; ) using equation??, we need to be able to bound (s; I).
A scalar addition chain is strictly ascending if its numbersncrease strictly
monotonically. Let C(I) denote the number of strictly ascending scalar ad-
dition chains of lengthl. Let C(I;p) be the number of sets of sizp whose
elements are taken from a scalar addition chain length

A vector vis in P (s;l) if and only if there is a scalar addition chain of
lengthl s+1 such that eachvy; is in the chain [?]. (It follows that P(s;1) =0
if s>1+1.) The numberpof surjective functions from a set of siza to a
set of sizep is p'S(s;p) = -, P ( 1)'(p )% where S(s;p) is a Stirling
number of the second kind%, pp. 33-34]. We conclude that

I ye+2

P(s;l) = C( s+1;:p)p'S(s:p: (4.2)

p=1

Table ?? gives some values d?(s;I) by carrying out this summation. We
can approximateP (s; I) with

C(l s+1)(I s+2)1S(s;l s+2) P(s:) C(I s+1)(I s+2)%: (4.3)

The rst inequality follows from equation ?? becauseC(l s+1;1 s+2)=
C(l s+1). The second inequality follows since there ard ( s+ 2)° ways
of selectings coe cients from a particular addition chain of length| s+ 1.

P(s;s k), k>1|0

P(s;s 1) 1

P(s;s) 25

P(s;s+1) 2 F =

P(s;s+2) 6 4 7 F+2

P(s;s+3) 25 55 45 4£+25 F 4 2

P(s;s+4) 135 6 326 55+275 4 93 F+10 2

P(s;s+5) 913 7° 2756 6°+3119 5 1615 4°+366 3 26 2

Table 4: Some values oP (s; ).
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4.4 Bounding C(I)

To upper and lower boundP (s; ) using inequalities ??, we need to be
able to upper and lower boundC(l). The rst few values of C(l) are given in
table ??; they were computed using brute force. The following lemmagve
methods for obtaining upper and lower bound€(1).

C(0) 1
C(1) 1
C(2) 2
C(3) 6
C(4) 25
C(5) 135
C(6) 913
C(7) 7499
C(8) 73191
C(9) 833597
C(10) | 10917343
C(11) | 162402263
C(12) | 2715430931

Table 5: The rst few values of C(l).

For each addition chain there is an associated sequence obrdered pairs
of indices. Since we are interested in counting strictly asnding scalar addi-
tion chains, it will be useful to work with sets of unordered girs of indices.
De ne a chain set to be a se6 of unordered pairs of integers from 0 through
jSj 1. If C is an addition chain and setS is the unordered version 05(C),
then S is a chain set. A legal chain se§f is a chain set such that for each
from 0 to |Sj there is a subsetS; of S so that jSjj = i and S is a chain set.
The following lemma will make this terminology more clear.

Lemma 2. If a chain set is a legal chain set then it is associated with

one strictly ascending addition chain, otherwise it is notssociated with any
addition chains.

Proof: A chain set is associated with an addition chain if and only it can
be ordered into a sequence such that th& element in the sequence is a pair

14



of numbers each of which is less than This ordering exists if and only if
the chain set is legal.

Suppose a legal chain set is associated with two di erent gttly ascending
addition chains C and C°% There is some index such that C; 6 C?and for
eachj <i C; = C . We may assume thatC; < C{. C; is associated with
a pair of indicesha;i (0 a;b < i) and C?is associated withha® i (0
a®P<i). There is some numbelC? associated withha; . By hypothesis
k6 i.But CO= C2+ C2=C,+ Cp=C;. If k>i thenC?>C?>C; = C.
If k <i then Cx = C? = C; which contradicts the hypothesis thatC is
strictly ascending. Thus there is exactly one strictly asegling addition chain
associated with a legal chain set. 2

Since the number of chain sets of sizeis '*P%  c() TP we
can get a better upper bound orC(l) by counting legal chain sets.

An m-legal chain set is a legal chain set for which every index &sk than
m. Let f (m; 1) be the number ofm-legal chain sets of sizé The number of Better name
legal chain sets of sizé is just f (I;1). The following lemma can be used tofor

computef (m; ). this or other
Lemma 3. functions?
8
% 1 m=0 and| =0;
0 m=0 and|> 0;
f(m;l)=
M= 5 m> I

_m 1f(m  Li) ™  otherwise

Proof: The lemma is trivial whenm > 1. A 0-legal chain set can have no
indices, sof (0;1) =0 if 1 > 0. There is one 0-legal chain set of size Q)(
sof (0;0) = 1. Supposel m > 0. The set ofm-legal chain sets of sizé¢
can be partitioned into setsS; where S; is the set ofm-legal chain sets of
sizel containing exactly i pairs with both indices less thanm 1. If i > |
then S = ;. Ifi<m 1 then no legal subset of any chain set i§; has
cardinality m 1, soS; = ;. Each S; can be partitioned into subsets whose
chain sets have the same pairs with both indices less tham 1. There are

f(m 1;i) such sets. Each of these setS; is of size at most ™. since
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there arem unordered pairs of indices with one index equal tm 1, and

each chain set inS; hasl| i pairs with one index equal tom 1. But the
size ofS;, is exactly ™. because the union of anrt  1)-legal chain set of
sizei with any set of| i pairs w@ one index equal tom 1 is anm-legal
chain set of sizd. Thusf(m;l)="I_. ;f(m 1i) c 2

We can further improve our upper bound onC(l) by making use of the
precomputed values ofC(l) in table ??. A given addition chain C may
be associated with several legal chain sets for the same wmast can be
associated with many sequences. The canonical chain S¢C) for C will be
de ned to be the unordered version o5(C).

Lemma 4. SupposeS is a canonicalm-legal chain set of sizé that is
not (m 1)-legal. If a pair containing indexm 1 is removed fromS, the
resulting setT is a canonicalm-legal chain set of sizé 1.

Proof:  Trivially T is anm-legal chain set of sizé 1. Consider the addition
chains C; and Cs associated withT and S. The indices 0 throughm 1
refer to the same numbers in both chains. Since all pairs &1and T contain
indices smaller thanm, any number in C; is also inCsg, that is C; can be
formed from Cs by deleting one number. Sinceés contains pairs of indices
that di er by as much as possible,T contains pairs of indices that di er by
as much as possible too. Thu$ is canonical. 2

If gis a function from? to , then de ne g by

0 8 1
gl m=0and | =0;
0 m=0and | > O
g(m; 1) = min % (m; 1); ’
;1 m>I;
.Eg(l ) H m

i=m 18(m 1;i) ™  otherwise
(4.4)

Lemma 5. Let f (m;l) be the number of canonicain-legal chain sets of
size ofl. If g(m;l) is an upper bound orf (m;1), then so isg(m;I).

Proof:  The proof is similar to that of the second previous lemma, butis
time we use the above lemma and induction om. When m = 0, the lemma
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is trivially true. Suppose the lemma is true for allm®< m. If m > | then

f(m;)=f(;1) ¢l1). If m |, then the set of canonicaim-legal chain
sets of sizd can be partitioned into setsS; where S; is the set of canonical
m-legal chain sets of sizé containing exactly i pairs with both indices less
thanm 1. Ifi<m 1lori>| thenS = ;. EachS; may be partitioned into

subsetsS;. whose chain sets have the same pairs with both indices lesarth
m 1. LetT; be the set of pairs with both indices less tham 1 associated
with nonempty S;. . By the above lemma,T;. is a canonicalm 1 legal
chain set of size. There are at mostf (m 1;i) suchT; , so by the induction

hypothesis there are at mosgtm 1;i) nonempty S;. . But since eachS;

is of size at most ™, , we nd that f(m;I) —m 18(m L) " 2
It should be clear thatf (m;l) and g(m;l) are always upper bounds on

g(m; 1) and that §= g. The upper bound onf (m;I) given by
8
<C(l)y o | 12

m; ) = .
o ) -1 otherwise

is easy to compute and gives a reasonalije Fhere is a better upper bound
onf that is also easy to compute.

Lemma6. f(;D)=1f({ L1 L+f({ 1L

Proof: Let S be the set of canonical legal chain sets of site Partition
S into Sp and S; where the chain sets inSy contain 0 pairs with largest
index equal tol 1 and the chain sets inS; contain 1 pair with largest
index equal tol 1. Clearly jSgj = f (I  1;1). Further partition S; into Sy
(0 i<I)whereS;; contains the chain sets that contairii;|  1i. Consider
an arbitrary chain setT contained inSy;ij. T is canonical, sol fh i;| 1ig
is canonical too. ConsequentlyS;;j C(I 1). Now consider an arbitrary
canoncial legal chain sef© of sizel 1 with its associated addition chain
C% Let T = T°[fhi;l 1ig. Chain setT is a legal chain set of sizé,
let C be its associated addition chain. Iha;d 2 T°then a and b are the
most extreme indices representin@? + C2 they are also the most extreme
indices representingC, + Cy,. Sincei and| 1 are the most extreme indices
representingC; + C, 1, T is canonical. ThusjS;;j C(I 1). We conclude
that jS;,j=C(I 21)=f({ L1 1),andsof (;1)=1If( 1;I 1)+ f(l
L. 2
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Corollary 1. cim n
A better upper bound g on f is given by g-whereg is given by

3 C() 0 I m12
g(m;1) = BC(I) IC( 1) 0 m<I| 12 (4.5)
"1 otherwise
P 1

Lemma 7. (I 1;1) L, Lf0 kLo k1)

Proof: Let Sk be the set of strictly ascending addition chains with k 1
additions, k 2. SupposeC 2 S¢. Suppose 0 n; < <ng | k 1.
There are ' ¥ ways of choosing then;. Construct C°by extending C with

Chain C%has| additions and is strictly ascending. Suppose there isjasuch
that CP= C?,+ C’ But C’>C/, ;andC’<C?, ;+ C) = CP,, so
there is no sucthO. Thus the canonical chain set ofC%is (I  1)-legal. If
C;D 2 S thenC 8 D impliesC°6 D% If C2 S;,, D 2 S,, andk; 6 ks,
then C° 6 D becauseC’ = 2C?, and D= 2D/ ,,. Thusf(l 1)

P .
e IS 2
Corollary 2. Ch=I"= (log ). Empirically
this ratio is
exponential.

4.5 Conclusions? - need rewriting

If R(s;l) <N then in the worst casel multiplications will not su ce to
computeg®, (0 x<N)whens 1 powers ofg are precomputed. That
is |+ 1 will be lower bound on the number of multiplications requied. If
R(s; 1) N then the vector addition method cannot beginequation used
to prove a lower bound greater thanl. Table ?? gives these bounds for
interesting values ofN and s.

5 Asymptotics

There are many approaches to the problem of calculating/' e ciently,
of which the schemes given in the previous sections are onlysmall part.
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Any number system could be used as well, such as the Fibonaocimber

system (see?, exercise 1.2.8.34]), where a number is represented as thms
of Fibonacci numbers. Other possibilities include represtng numbers by

sums of terms of other recurrent sequences, binomial coessits, or arbitrary

sets that happen to work well. These, and a number of other nuer systems,
are given in ?]. For a givenN and amount of storage, it seems di cult to

prove that a scheme is optimal.

However, we can show that the above schemes are asymptoticalptimal.
Storing powersg™ for r in a xed set of multipliers, the optimal value of bis
about logN=(log logN)?, for which (1+ o(1)) log N=log logN multiplications
and O(logN=loglogN) stored values are needed. The following theorem
shows that we cannot do better with a reasonable amount of same.

Theorem 4. For any representation method of the form ¥?), if the
number of stored values is less thdng® N for any xed k, then the number
of multiplications required is at least(1=k+ o(1))(log N=loglogN).

Proof:  Consider the number of possible sums of the forn??). There will
be at most o
1S

o D™ (5.1)

requiring m + h 2 multiplications. To be able to represent every power
between 0 andN, (??) must be at leastN. But if m+ h < (1=k +
o(1))(log N=loglogN), then (h + 1)™ is less thanN¥**°( (taking h =
logN=(! (N)loglogN), where ! (N) tends to in nity slowly), and 13 <
jSjim=m! < N & Dz+o) 50 (2?) is too small for N su ciently large. 2

We can also use??) to see how far from optimal the schemes in Tables
1 and 2 are, by xing a given|Sj and nding optimal choices of h and
m (actually, re nements of (??) give more accurate results). Calculating
the minimal time this way, it can be shown that they are not toofar from
optimal. For instance, with a 140-bit exponent and 290 stock numbers,
we achieved an expected time of 30, while the best possible & scheme
based on formula ??) would be 22. For a 512-bit exponent and 648 stored
values, an optimal scheme would use at least 72 multiplicatis, compared
with 92 in our method. While it can be shown by probabilistic nethods that
near-optimal sets exist, using the method of Erdes and Ran in [?], there is
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no e cent algorithm known for whether every number less thanN can be
represented by a given set, or for nding such a representati.

6 Parallelizing the algorithm

The rst method for computing a powerg" that we presented in sectior??
consisted of three main steps:

1. Determine a representatiom = ap + a,b+ :::+ ab.

Q
3. Calculateg®= ~"_, cd:

As we mentioned previously, the algorithm of Matula makes #h rst step
easy, even with a large set of multipliers. Most time is spenh the second
and third steps. Both of these may be parallelized. Supposeesvihave h
processors. Then for step 2, each processor can calculatecit separately.
The time needed to calculatecy depends on the number o§;'s equal tod.
Thus the time for step 2 will be thed with the largest number ofa's equal
to it.

This is equivalent to the maximum bucket occupancy problem:given
k+1 balls randomly distributed in h buckets, what is the expected maximum
bucket occupancy? This is discussed ir?][ in connection with analysis of
hashing algorithms. Takingband h to be O(logN=IloglogN), so (k+1)=h=
(1), the expected value is

|

logh log logN
loglogh ~ ~ logloglogN

For step 3, each processor can computd for one d using a standard
addition chain method, taking at most 2 logh multiplications. Then the ¢d's
may be combined by multiplying them together in pairs repeaidly to form
g" (this is referred to asbinary fan-in multiplication in [?]). This takes logh
time.

Therefore, takingh = O(logN=loglogN), we may calculate powers in
time O(loglogN) with O(logN=IloglogN) processors. For example, storing
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only powers ofb, we may compute powers for a 140-bit exponent in the
time necessary for 13 multiplications using 15 processotaking b= 16 and
M = f1g. For a 512-bit exponent, we can compute powers with 27 prosess
in the time for 17 multiplications, using b= 28.

The disadvantage to this method is that each processor needscess to
each of the powergy”, so we either need a shared memory or every power
stored at every processor. An alternative approach allowssuo store only
one power at each processor.

For this method, we will havek processors, each of which computes one
g®? using a stored value and an addition chain fog. This will take at most
2logh time. Then the processors multiply together their results sing binary
fan-in multiplication to get g". The total time spent is at most 2 logh+log K,
which is againO(loglogN) time with O(log N=loglogN) processors.

If the number of processors is not a concern, then the optimahoice
of base isb = 2, for which we need log\ processors and logloy time.
We could compute powers for a 512-bit exponent with 512 prassors in the
time for 9 multiplications, and for a 140-bit exponent with #0 processors in
the time for 8 multiplications. Taking a larger base reducethe number of
processors, but increases the time.

7 A randomized approach

The above methods are designed to deal with the situation wieea ran-
dom exponentn is provided as input, and we wish to computey”, but for
cryptographic applications we might instead incorporatetie random num-
ber generator directly into exponentiation process. For i8 section only we
shall assume thatg generates a group of ordeN. We shall appeal to the
following theorem, which is a variant of a theorem by Erdes rd Renyi in
[?]. Let a;;:::;a be chosen uniformly from=N, and for any b 2 =N, let
V(b = Vk:n(b) be the number of representations ab of the form

ig; b (modN);
i=1

where ; 2 f 0;1g, and P K, i=m.
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Theorem 5. If X >N ?2(1=")%(1=), then

Prob max V(b k =N " k =N >1
b<N m m

k

In other words, when _ is big enough, the distribution can be made

arbitrarily close to uniform with probability arbitrarily close to one. If r';

is smaller thanN?2 the distribution is likely to be nonuniform. The proof of
the theorem is essentially the same as if?]

Thus we can compute random powers of a xed basgby the following

??. Then the productg®: g%~ is approximately uniformly distributed in
the group generated byg. By choosing and " appropriately, the proba-
bility of the distribution being nonuniform enough to give an adversary any
information can be made arbitrarily small.

Unfortunately, the size ofk and m in Theorem ?? is too large to be
useful. For instance, to achieve a uniform distribution in @ multiplications
for a 140-bit exponent, we would need to store at least 2,008ndom values,
as opposed to 66 in Table 1. In order to be competitive with thabove
methods, we needr'; to be smaller, sayO(N) or O(N logN). This means
that the distribution of the powers of g will be nonuniform. It's not clear
what useful information an adversary could obtain from thisdistribution,
but we have not been able to prove that it doesn't weaken the sarity of the
system.

8 Exponentiation in  GF (p")

The above methods work for any ring, but for special cases weayn
take advantage of special structure. Suppose thag is in GF(p"), where
p is a small prime o = 2 is the most-studied case, and has been pro-
posed for use in cryptographic system&]). A normal basis has the form
f; P, P P Pg(see, for example,q] for details). Using a normal basis
representation, thepth power of an element is simply a cyclic shift, and so is
almost free compared to a standard multiplication.
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This fact may be used to eliminate the extra storage. If the Is® b is
chosen to bep”, then the powersg® may be calculated rapidly by cyclic
shifts, and the exponentiation may be done as before, stogronly the powers
" for eachm in the set of multipliers. This is a generalization of the métods
given in [?], [?], and [?].

In [?] it is shown that exponentiation can be done IlGF (2") in dn=ke+
2< 1 2 multiplications. Taking N = 2" and b= 2% in (??), and using no
precomputation, (.e. starting with g and computingg? using cyclic shifts),
our system takes the same number of multiplications (usindghits to do the
squarings in Theorem??). By storing g !, the number of multiplications
can be reduced tadn=ke+ 2k 2 2. Alternatively, g * can be computed in
dog(n 1)e+ (n 1) 2 multiplications using the method in P].

For example, consider computations itGF (2°%). In [?], it is shown that
inverses can be calculated using 11 multiplications. Usikg= 6, this method
reduces the number of multiplications needed for exponeation from 129 to
124. For larger elds, the savings would be greater.
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